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Introduction

• Healthy machine condition is much more common than faulty machine states.

• Measuring healthy datasets is thus easier than faulty datasets, especially with a diverse range of fault classes and 

amplitudes.

• Even in data generation scenarios such as with the sound synthesis tool, fault modelling can be significantly more 

resource intensive than modelling healthy sounds.

• Problem statement: To build an optimal anomaly detection model using only healthy data
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Healthy sounds
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Virtual Sound Synthesis tool



Faulty sounds
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Autoencoder based anomaly detection

• Autoencoders are trained on normal data to learn the 

representation of the normal state.

• The training process involves adjusting the weights to 

minimize the reconstruction error.

• During inference, we feed new data to the autoencoder. If 

the data is normal, the model will successfully reconstruct 

it with minimal error. However, if the data is anomalous, the 

reconstruction error will be significantly higher.

• One can thus separate the healthy and anomalous classes 

using reconstruction error.
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Model selection in anomaly detection

Baseline method using prediction error on validation set

• Rationale – If a model can forecast or reconstruct the 

input well it must also be a good anomaly detector.

• Method – Monitor reconstruction error on validation set. 

Select model with least error.

• Pitfall – Prediction error alone is not a good metric 

because it gives no indication weather a model has learnt 

only the healthy distribution or can reproduce healthy as 

well as anomalous signals.

Proposed method using synthetic/pseudo anomaly

• Rationale – A good anomaly detection model will perform 

well on data with synthetically injected anomalies.

• Method – Create validation samples with synthetic 

anomalies. Select model with highest AUROC on this 

augmented validation set.

• Pitfall – Model selection based on anomaly injection might 

not be perfect because real anomalies might be of a 

different type compared to injected ones and we run the 

risk of setting the healthy class boundary too close or too 

far from optimal.
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Model selection is not a trivial task in anomaly detection with autoencoders. One cannot use the anomaly detection performance 
on the validation set similar to supervised classification because the validation set also contains only healthy samples.



Addition of pseudo-anomalies

• To enable model selection without relying on real anomalous data, pseudo-anomalies are introduced by 

perturbing healthy validation sounds, creating a controlled set of anomalous validation data. 

• The pseudo-anomalies are produced through five types of carefully structured perturbations:

• Addition of RPM lines (add_rpm)

• Addition of frequency lines(add_freq)

• Addition of order lines (add_order)

• Each perturbation targets specific audio characteristics relevant to vehicle cabin noise such as increase in overall 

cabin loudness, increased background noise, random impacts, tonal noise and order fluctuations.
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Addition of pseudo-anomalies – Addition of RPM-lines 
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The add_rpm perturbation adds a specific randomly 

selected amplitude to pixels along multiple adjacent 

RPM lines in the spectrogram. This is done by selecting 

𝑛 rpm RPM lines, starting from a randomly chosen RPM 

index 𝑟, and adding a consistent amplitude value 𝛿 

across all pixels in this range. The perturbed 

spectrogram is given by:

𝑆𝑟𝑝𝑚 𝑖, 𝑗 =
𝑆 𝑖, 𝑗 +  𝛿 𝑖𝑓 𝑟 ≤ 𝑖 < 𝑟 + 𝑛

𝑆 𝑖, 𝑗  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

where 𝛿 is a random amplitude within the range 

𝑎𝑟𝑝𝑚, 𝑏𝑟𝑝𝑚 , and 𝑛 specifies the width of the perturbed 

region. Index 𝑟 is sampled from the entire RPM range of 

the given spectrogram. 



Addition of pseudo-anomalies – Addition of frequency-lines
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The add_freq perturbation works in a similar way to 

add_rpm. Instead of targeting RPM lines, it targets 

adjacent frequency lines. The perturbed spectrogram is 

given by:

𝑆𝑓𝑟𝑒𝑞 𝑖, 𝑗 =
𝑆 𝑖, 𝑗 +  𝛿 𝑖𝑓 𝑓 ≤ 𝑗 < 𝑓 + 𝑛

𝑆 𝑖, 𝑗  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

where 𝛿 is selected from the interval 𝑎𝑓𝑟𝑒𝑞 , 𝑏𝑓𝑟𝑒𝑞 , and 

𝑛 represents the number of consecutive frequency 

lines altered. Index 𝑓 is sampled from the entire 

frequency range of the given spectrogram. 



Addition of pseudo-anomalies – Addition of order-lines

11

Similar to the add_rpm and add_freq perturbations, 

add_order modifies specific order lines within the 

spectrogram by adding a consistent amplitude offset. 

The resulting perturbed spectrogram S order is given 

by:

𝑆𝑜𝑟𝑑𝑒𝑟 𝑖, 𝑗

=
𝑆 𝑖, 𝑗 +  𝛿 𝑖𝑓 𝑖 −

𝑡

2
≤ 𝑗 ∗ 𝑛𝑜𝑟𝑑𝑒𝑟 ∗ 𝑐 < 𝑖 +

𝑡

2
𝑆 𝑖, 𝑗  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

where 𝛿 is randomly chosen from the interval 

𝑎𝑜𝑟𝑑𝑒𝑟, 𝑏𝑜𝑟𝑑𝑒𝑟 , and 𝑡 defines the size of the region 

modified. The order number to be altered, 𝑛𝑜𝑟𝑑𝑒𝑟 , is 

randomly chosen from a specified set of orders 

𝑐𝑜𝑟𝑑𝑒𝑟, 𝑐𝑜𝑟𝑑𝑒𝑟 + 0.5, 𝑐𝑜𝑟𝑑𝑒𝑟 + 1, … … , 𝑏𝑜𝑟𝑑𝑒𝑟 , i.e. all half-

orders in the interval 𝑐𝑜𝑟𝑑𝑒𝑟, 𝑑𝑜𝑟𝑑𝑒𝑟 .



Experiments
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• Training data: 500 healthy samples

• Test case 1: 200 imbalance + 200 healthy

• Test case 2: 200 modulation + 200 healthy

• Test case 2: 200 whine+ 200 healthy

• Test case 3: 200 wind + 200 healthy

• Test case 5: 200 pwm+ 200 healthy Imbalance fault 

Whine fault Wind noise fault 

Modulation fault 

Pulse width modulation fault 



Model hyperparameters

Hyperparameter search set

• Encoder/decoder blocks: 1,2,3,4,5,6,7

• Number of filters in each 

convolutional layer: 4, 8, 16, 32

Fixed hyperparameters

• Learning rate: 0.0001

• Batch size: 8

• Number of epochs: 100

• Optimizer: Adam

• Loss function: Mean squared error

• Convolutional layer kernel size: 3

• Convolutional layer kernel stride: 1

• Pooling layer kernel size: 2

• Pooling layer stride:2
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#filters
#blocks

4 8 16 32

1 C_1_4 C_1_8 C_1_16 C_1_32

2 C_2_4 C_2_8 C_2_16 C_2_32

3 C_3_4 C_3_8 C_3_16 C_3_32

4 C_4_4 C_4_8 C_4_16 C_4_32

5 C_5_4 C_5_8 C_5_16 C_5_32

6 C_6_4 C_6_8 C_6_16 C_6_32

7 C_7_4 C_7_8 C_7_16 C_7_32Model architecture



Results with the best model according to each criterion
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Imbalance Whine Wind noiseModulation PWM



Correlations
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Imbalance Whine Wind noiseModulation PWM



Summary

• A 2D-CNN autoencoder architecture, can be effectively used to locate anomalies in cabin noise datasets.

• The conventional model selection approach fails to identify optimal models especially in case of small localized 

faults.

• We propose a method to generate synthetic anomalies using image-based perturbation of the input data. These 

anomalies cover a wide range of faults common in cabin end-of-line test scenarios.

• The proposed model selection approach using synthetic anomalies is shown to improve model selection 

drastically.

• It is of interest to investigate if techniques like contrastive learning can help model training benefit from the 

addition of the pseudo-anomalies.
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